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Chapter 1: Introduction to the Booklet and Reporting Objective
🎯 Purpose of the Booklet
This guide is designed to go beyond query basics and into the core of SQL Server programming, culminating in a real-world project that simulates an internal reporting tool for customer sales. By the final chapters, you’ll have built a flexible system that generates and exports clean, structured .csv files from SQL Server using stored procedures, views, dynamic SQL, and system-level automation.
Throughout the journey, you’ll:
· Work with T-SQL constructs like functions, transactions, error handling, and dynamic queries
· Integrate realistic business logic from the Wide World Importers sample database
· Explore file output strategies using tools like bcp, xp_cmdshell, and SQL Server Agent
· Enhance code with performance tuning, security patterns, and automation
🗂️ Project Overview: Customer Sales Snapshot Report
You will build a custom report system that:
· Aggregates total sales by customer, stock item, invoice date, and salesperson
· Supports filtering by date, customer region, and product category
· Can be called via stored procedure or scheduled task
· Outputs results to a flat .csv file for use in Excel, import pipelines, or third-party tools
Target consumers of this report might include:
· Account managers needing month-to-date sales summaries
· Inventory teams needing popular item insights
· Finance stakeholders reviewing sales by product category and region
🏢 The Dataset: Wide World Importers
Wide World Importers simulates a medium-sized wholesale operation with rich detail in:
· Sales.Customers, Sales.Invoices, Sales.InvoiceLines
· Warehouse.StockItems, Application.People
· Purchasing, DeliveryMethods, and Suppliers
It’s perfect for showcasing realistic OLTP behavior, complex joins, row-level security, and meaningful reporting.
🛠️ Tools You’ll Use
· SQL Server Management Studio (SSMS)
· Wide World Importers OLTP Database
· bcp utility, SQLCMD, or xp_cmdshell (for file output)
· SQL Server Agent (for scheduling and logging reports)
🚀 What’s Next
In Chapter 2, we’ll map out the core schema relationships for the report and write our first joined query across the Customers, Invoices, InvoiceLines, and StockItems tables—laying the groundwork for all transformations to follow.
Chapter 2: Understanding the Data Model and Building the First Query
🎯 Objective
You’ll design a query that extracts raw sales data—who bought what, when, how much, and who sold it—from the Wide World Importers OLTP database. This sets the base for filtering, aggregation, and export in future chapters.
🗺️ Tables Involved in the Report
	Table
	Description

	Sales.Customers
	Contains customer metadata (name, contact info, billing/credit data)

	Sales.Invoices
	Header-level sales records per transaction

	Sales.InvoiceLines
	Line-item details for each invoice (stock items, quantities, amounts)

	Warehouse.StockItems
	Product catalog with unit prices and labels

	Application.People
	Staff data; links to salespeople via Invoices.SalespersonPersonID


> This structure supports drilling down into per-customer sales and items sold over time.
🛠️ Constructing the Base Query
SELECT
    c.CustomerName,
    i.InvoiceDate,
    si.StockItemName,
    il.Quantity,
    il.UnitPrice,
    il.Quantity * il.UnitPrice AS LineTotal,
    p.FullName AS Salesperson,
    i.ConfirmedDeliveryTime,
    c.DeliveryCityName,
    c.DeliveryPostalCode,
    c.PhoneNumber
FROM Sales.Invoices i
JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID
JOIN Application.People p ON i.SalespersonPersonID = p.PersonID
ORDER BY i.InvoiceDate DESC;

🔎 This initial query gives us:
· Customer identity
· Product purchased
· Sales metrics (quantity, price, line total)
· Date and salesperson details
You can limit to the past 90 days like so:
WHERE i.InvoiceDate >= DATEADD(DAY, -90, GETDATE())

🧠 Your Chapter 2 Goals
· Identify how facts and dimensions relate across this schema
· Build your base query for future filters and groupings
· Document assumptions: e.g., unit price from InvoiceLines, not StockItems
In Chapter 3, we’ll apply aggregations and grouping to roll up data by customer, product, or date range.
Chapter 3: Aggregating and Grouping Customer Sales Data
🎯 Objective
We’re transforming row-level detail into high-level sales insights, showing:
· Total units sold
· Total revenue
· Grouped by customer, product, or time period
This lays the groundwork for metrics, filters, and export-ready formatting.
🗺️ Key Tables Recap
We’ll continue using:
· Sales.Invoices (invoice headers)
· Sales.InvoiceLines (line items)
· Sales.Customers (customer info)
· Warehouse.StockItems (product info)
🧱 Core Aggregation Query: Sales by Customer and Stock Item
SELECT
    c.CustomerName,
    si.StockItemName,
    COUNT(DISTINCT i.InvoiceID) AS NumberOfInvoices,
    SUM(il.Quantity) AS TotalUnitsSold,
    SUM(il.ExtendedPrice) AS TotalRevenue
FROM Sales.Invoices i
JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID
WHERE i.InvoiceDate >= DATEADD(MONTH, -3, GETDATE())
GROUP BY c.CustomerName, si.StockItemName
ORDER BY TotalRevenue DESC;
> 🧠 Note: ExtendedPrice in InvoiceLines includes quantity × unit price after discounts. You could also compute this manually if needed: Quantity * UnitPrice.
🔀 Alternate Grouping Ideas
You can group and roll up data differently using the same structure:
By Month and Customer:
SELECT
    FORMAT(i.InvoiceDate, 'yyyy-MM') AS InvoiceMonth,
    c.CustomerName,
    SUM(il.ExtendedPrice) AS Revenue
FROM Sales.Invoices i
-- ... joins ...
GROUP BY FORMAT(i.InvoiceDate, 'yyyy-MM'), c.CustomerName;

By Salesperson and Category:
Add Salespeople from Application.People and StockItem categories from Warehouse.StockItemStockGroups.
🧩 Real-World Use Case: Top 5 Products per Customer
You’ll eventually fold in ranking logic:
ROW_NUMBER() OVER (
  PARTITION BY c.CustomerID ORDER BY SUM(il.ExtendedPrice) DESC
) AS SalesRank

We’ll add that in a later chapter using CTEs.
🧪 Challenge: Try This
> Write a query that shows the top 3 customers by revenue, including their most purchased product and total units sold in the past 6 months.
Up next in Chapter 4, we’ll bring in CTEs and window functions so we can do things like rank items per customer or track monthly growth.
Chapter 5: Building Sales Metrics with CTEs and Window Functions
🎯 Objectives
· Use Common Table Expressions (CTEs) to modularize queries
· Leverage window functions like ROW_NUMBER(), RANK(), and SUM() OVER()
· Identify top-performing products per customer and trending sales patterns
🧱 CTE Refresher
CTEs let you create temporary, readable query blocks that feed into later logic:
WITH BaseSales AS (
    SELECT
        c.CustomerName,
        si.StockItemName,
        il.Quantity,
        il.ExtendedPrice,
        i.InvoiceDate
    FROM Sales.Invoices i
    JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
    JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
    JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID
    WHERE i.InvoiceDate >= DATEADD(MONTH, -6, GETDATE())
)

🥇 Ranking Products by Customer with ROW_NUMBER
Let’s find the #1 selling product per customer (by revenue):
WITH BaseSales AS (...),
RankedProducts AS (
    SELECT *,
           ROW_NUMBER() OVER (
               PARTITION BY CustomerName
               ORDER BY SUM(ExtendedPrice) OVER (PARTITION BY CustomerName, StockItemName) DESC
           ) AS Rank
    FROM BaseSales
)
SELECT * FROM RankedProducts
WHERE Rank = 1;

> 🔎 This gives each customer’s best-selling product in the last 6 months.
📊 Running Totals by Month with SUM OVER
WITH MonthlySales AS (
    SELECT
        FORMAT(i.InvoiceDate, 'yyyy-MM') AS InvoiceMonth,
        c.CustomerName,
        SUM(il.ExtendedPrice) AS MonthlyRevenue
    FROM Sales.Invoices i
    JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
    JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
    WHERE i.InvoiceDate >= DATEADD(MONTH, -12, GETDATE())
    GROUP BY FORMAT(i.InvoiceDate, 'yyyy-MM'), c.CustomerName
)
SELECT *,
    SUM(MonthlyRevenue) OVER (PARTITION BY CustomerName ORDER BY InvoiceMonth ROWS UNBOUNDED PRECEDING) AS YTDRevenue
FROM MonthlySales;

> 📈 This shows each customer’s accumulated revenue month-over-month.
🧪 Bonus: Detecting Growth with LAG()
SELECT *,
       LAG(MonthlyRevenue) OVER (PARTITION BY CustomerName ORDER BY InvoiceMonth) AS LastMonth,
       MonthlyRevenue - LAG(MonthlyRevenue) OVER (...) AS Growth
FROM MonthlySales;

Now you’re identifying momentum!
In Chapter 6, we’ll convert these analytical cores into reusable views or functions to prep for parameterized stored procedures.
Chapter 6: Modularizing Report Logic with Views and TVFs
🎯 Objectives
· Move complex joins and aggregations into views
· Use inline table-valued functions (iTVFs) to add parameterization
· Improve maintainability and export consistency
· Lay groundwork for filtering and dynamic logic in Chapter 7
📘 1. Use a View for the Core Report Shape
Instead of repeating your full JOIN logic in multiple places, create a reusable, readable view:
CREATE VIEW dbo.vw_BaseCustomerSales AS
SELECT
    i.InvoiceDate,
    c.CustomerID,
    c.CustomerName,
    si.StockItemID,
    si.StockItemName,
    il.Quantity,
    il.ExtendedPrice,
    p.FullName AS Salesperson
FROM Sales.Invoices i
JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID
JOIN Application.People p ON i.SalespersonPersonID = p.PersonID
WHERE i.ConfirmedDeliveryTime IS NOT NULL;
> 🔍 This now becomes your clean data contract—perfect for feeding exports or charts.
⚙️ 2. Create a Parameterized iTVF for Flexible Filtering
Unlike views, table-valued functions allow input parameters:
CREATE FUNCTION dbo.fn_CustomerSalesByDate
(
    @StartDate DATE,
    @EndDate DATE
)
RETURNS TABLE
AS
RETURN
    SELECT *
    FROM dbo.vw_BaseCustomerSales
    WHERE InvoiceDate BETWEEN @StartDate AND @EndDate;
Then call it like:
SELECT *
FROM dbo.fn_CustomerSalesByDate('2024-01-01', '2024-06-30');

> 🧠 This prepares you for dynamic stored procs in Chapter 7 with well-defined, testable data slices.
💼 Use Cases
· Feed Power BI from a single consistent view
· Test filters independently from the export logic
· Build dynamic “export runners” that reuse this function in temp tables
In Chapter 7, we’ll wrap this logic in parameterized stored procedures with dynamic SQL, letting you change grouping, filters, and columns on demand.

Chapter 7: Writing Dynamic SQL for Flexible Report Generation
🎯 Goal
Transform the report into a parameter-driven stored procedure that constructs and executes SQL based on inputs like:
· @DateFrom, @DateTo
· @GroupBy (e.g. 'Customer', 'Product', 'Month')
· @IncludeSalesperson (optional flag)
This sets the stage for automation and user-driven reporting.
🧱 Baseline Stored Procedure (Static Version)
CREATE PROCEDURE dbo.GenerateBasicSalesReport
    @DateFrom DATE,
    @DateTo DATE
AS
BEGIN
    SELECT
        c.CustomerName,
        si.StockItemName,
        SUM(il.ExtendedPrice) AS TotalRevenue,
        COUNT(DISTINCT i.InvoiceID) AS Invoices,
        SUM(il.Quantity) AS UnitsSold
    FROM Sales.Invoices i
    JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
    JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
    JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID
    WHERE i.InvoiceDate BETWEEN @DateFrom AND @DateTo
    GROUP BY c.CustomerName, si.StockItemName;
END;

🔁 Making It Dynamic: Variable Grouping and Optional Columns
CREATE PROCEDURE dbo.GenerateFlexibleSalesReport
    @DateFrom DATE,
    @DateTo DATE,
    @GroupBy VARCHAR(50) = 'Customer',
    @IncludeSalesperson BIT = 0
AS
BEGIN
    DECLARE @sql NVARCHAR(MAX);

    SET @sql = '
        SELECT ';

    -- Dynamically set GROUP BY fields
    SET @sql += 
        CASE @GroupBy
            WHEN 'Customer' THEN 'c.CustomerName, '
            WHEN 'Product' THEN 'si.StockItemName, '
            WHEN 'Month' THEN 'FORMAT(i.InvoiceDate, ''yyyy-MM'') AS SaleMonth, '
            ELSE 'c.CustomerName, '
        END;

    IF @IncludeSalesperson = 1
        SET @sql += 'p.FullName AS Salesperson, ';

    SET @sql += '
        SUM(il.ExtendedPrice) AS TotalRevenue,
        SUM(il.Quantity) AS UnitsSold
        FROM Sales.Invoices i
        JOIN Sales.InvoiceLines il ON i.InvoiceID = il.InvoiceID
        JOIN Sales.Customers c ON i.CustomerID = c.CustomerID
        JOIN Warehouse.StockItems si ON il.StockItemID = si.StockItemID ';

    IF @IncludeSalesperson = 1
        SET @sql += 'JOIN Application.People p ON i.SalespersonPersonID = p.PersonID ';

    SET @sql += '
        WHERE i.InvoiceDate BETWEEN @DateFrom AND @DateTo
        GROUP BY ';

    SET @sql += 
        CASE @GroupBy
            WHEN 'Customer' THEN 'c.CustomerName'
            WHEN 'Product' THEN 'si.StockItemName'
            WHEN 'Month' THEN 'FORMAT(i.InvoiceDate, ''yyyy-MM'')'
            ELSE 'c.CustomerName'
        END;

    IF @IncludeSalesperson = 1
        SET @sql += ', p.FullName';

    -- Execute with parameterized sp_executesql
    EXEC sp_executesql 
        @sql, 
        N'@DateFrom DATE, @DateTo DATE', 
        @DateFrom=@DateFrom, 
        @DateTo=@DateTo;
END;

🔎 Example Use Cases
-- Monthly product rollup
EXEC dbo.GenerateFlexibleSalesReport 
    @DateFrom = '2024-01-01', @DateTo = '2024-12-31', 
    @GroupBy = 'Month';

-- Customer report with sales reps
EXEC dbo.GenerateFlexibleSalesReport 
    @DateFrom = '2025-01-01', @DateTo = '2025-06-01', 
    @GroupBy = 'Customer', @IncludeSalesperson = 1;
🧠 Tips
· Use QUOTENAME() if passing in column names or object names to guard against injection
· Always define parameter templates (N'@param1 TYPE, @param2 TYPE') for sp_executesql
· Log generated SQL to a debug table for transparency if needed
In Chapter 8, we’ll add error handling and build a lightweight logging mechanism—so you’ll know when reports run, how long they take, and whether they succeeded.
Chapter 8: Error Handling, Logging, and Defensive Programming
🎯 Objectives
· Add TRY/CATCH blocks to your stored procedure
· Log start/end times, error states, and parameter values to a report history table
· Gracefully exit on failure with helpful diagnostics
🧾 Step 1: Create a Report Execution Log Table
This stores the outcome of each report run.
CREATE TABLE dbo.SalesReportLog (
    RunID INT IDENTITY PRIMARY KEY,
    RunStart DATETIME2 DEFAULT SYSDATETIME(),
    RunEnd DATETIME2,
    DateFrom DATE,
    DateTo DATE,
    GroupBy NVARCHAR(50),
    IncludeSalesperson BIT,
    Success BIT,
    ErrorMessage NVARCHAR(MAX)
);

🧱 Step 2: Wrap Your Procedure Logic in TRY/CATCH
CREATE PROCEDURE dbo.RunDynamicSalesReport
    @DateFrom DATE,
    @DateTo DATE,
    @GroupBy NVARCHAR(50),
    @IncludeSalesperson BIT
AS
BEGIN
    DECLARE @sql NVARCHAR(MAX),
            @RunID INT;

    -- Step 1: Insert log start row
    INSERT INTO dbo.SalesReportLog (DateFrom, DateTo, GroupBy, IncludeSalesperson, Success)
    VALUES (@DateFrom, @DateTo, @GroupBy, @IncludeSalesperson, 0);
    
    SET @RunID = SCOPE_IDENTITY();

    BEGIN TRY
        -- Step 2: Build @sql dynamically (from Chapter 7)
        SET @sql = N'...'; -- skipped for brevity

        -- Step 3: Execute statement
        EXEC sp_executesql @sql, N'@DateFrom DATE, @DateTo DATE', @DateFrom, @DateTo;

        -- Step 4: Update log with success
        UPDATE dbo.SalesReportLog
        SET Success = 1, RunEnd = SYSDATETIME()
        WHERE RunID = @RunID;

    END TRY
    BEGIN CATCH
        -- Step 5: Capture error
        UPDATE dbo.SalesReportLog
        SET RunEnd = SYSDATETIME(),
            ErrorMessage = ERROR_MESSAGE()
        WHERE RunID = @RunID;

        RAISERROR('Report generation failed: %s', 16, 1, ERROR_MESSAGE());
    END CATCH
END;

🧠 Pro Tips
· Use TRY/CATCH around both EXEC and logging updates
· Include @@ROWCOUNT checks or @@ERROR if not using modern TRY/CATCH
· Log execution duration: DATEDIFF(SECOND, RunStart, RunEnd)
· Optionally log to msdb.dbo.sysmail_event_log or Event Viewer via alerts
🧪 Sample Query: View Recent Failures
SELECT TOP 5 *
FROM dbo.SalesReportLog
WHERE Success = 0
ORDER BY RunStart DESC;

Next stop in Chapter 9: we’ll make the report portable—learning how to export the results to CSV via bcp, SQLCMD, or xp_cmdshell. 
Chapter 9: Exporting to CSV—bcp, xp_cmdshell, and SQLCMD
🎯 Objectives
· Export query results or stored procedure output to .csv
· Learn three approaches:
· bcp utility
· xp_cmdshell
· SQLCMD scripting
· Ensure compatibility with automation (e.g., SQL Agent)
🧾 Option 1: Using bcp (Bulk Copy Program)
✅ Best for: performance, command-line automation, streaming huge results
Sample command:
cmd
bcp "EXEC dbo.RunDynamicSalesReport '2024-01-01', '2024-12-31', 'Customer', 0" queryout "C:\Reports\SalesReport.csv" -c -t, -T -S localhost

Explanation:
· -c = character mode
· -t, = comma delimiter
· -T = use Windows auth; replace with -U user -P pass for SQL auth
· -S localhost = server name or instance
· queryout = run query and export to file
> 🛠 Make sure your procedure doesn't print messages or use SET NOCOUNT OFF, or it may confuse bcp's output.
🔧 Option 2: Using xp_cmdshell from T-SQL
✅ Best for: internal automation directly inside SQL Server (not always enabled by default)
EXEC sp_configure 'show advanced options', 1;
RECONFIGURE;

EXEC sp_configure 'xp_cmdshell', 1;
RECONFIGURE;
Then execute:
EXEC xp_cmdshell 'bcp "EXEC YourDb.dbo.RunDynamicSalesReport ''2024-01-01'', ''2024-12-31'', ''Customer'', 0" queryout "C:\Reports\SalesReport.csv" -c -t, -T -S localhost';

> 🔐 Only enable xp_cmdshell on trusted, locked-down servers. Always validate input to avoid injection or abuse.
💻 Option 3: Using SQLCMD Scripting
✅ Best for: scripting in CI/CD, PowerShell, or SQL Agent jobs
Create export_report.sql:
EXEC dbo.RunDynamicSalesReport '2024-01-01', '2024-12-31', 'Customer', 0;

Run from PowerShell or command line:
sqlcmd -S localhost -E -i export_report.sql -o "C:\Reports\SalesReport.csv" -s "," -W
Flags:
· -W removes trailing spaces
· -s "," sets delimiter
· -o sends to file
🧠 Tips for Clean Output
· Don’t use PRINT or dynamic SELECT 'Starting...'
· Consider using a view if you want to export a known, static shape
· Use SET NOCOUNT ON to prevent row count noise
🧪 Bonus: File Naming With Timestamps
DECLARE @cmd NVARCHAR(MAX) = 
'xp_cmdshell ''bcp "EXEC ..." queryout "C:\Reports\Sales_' + 
CONVERT(VARCHAR, SYSDATETIME(), 112) + '_' + 
REPLACE(CONVERT(VARCHAR, GETDATE(), 108), ':', '') + 
'.csv" -c -t, -T -S localhost''';
EXEC(@cmd);

In Chapter 10, we’ll automate this entire flow using SQL Server Agent, wrapping up your first end-to-end reporting pipeline.
Chapter 10: Automating the Reporting Workflow with SQL Server Agent
🎯 Goals
· Run your stored procedure on a recurring schedule
· Log output activity and optionally send notifications
· Schedule to export .csv files dynamically (e.g. by date)
· Ensure it works whether SQLCMD or bcp is used
🛠 Step 1: Create the Report Export Script
Let’s use a dynamic .cmd batch that generates a file with a timestamp:
📄 SalesExport.bat
bat
@echo off
setlocal

set DATESTAMP=%DATE:~10,4%%DATE:~4,2%%DATE:~7,2%
set FILE=C:\Reports\SalesReport_%DATESTAMP%.csv

sqlcmd -S localhost -E -d YourDb -Q "EXEC dbo.RunDynamicSalesReport '2024-01-01', '2024-12-31', 'Customer', 0" -s "," -W -o "%FILE%"

endlocal

> 📌 Adjust hard-coded date range or accept parameters from SQL Agent using cmdexec variables.
🔧 Step 2: Create a SQL Agent Job
1. In SSMS → SQL Server Agent → Jobs → New Job
2. Name it something like SalesReport_AutomationJob
3. Add a Job Step:
· Type: Operating system (CmdExec)
· Command: C:\Reports\SalesExport.bat
4. Set the schedule:
· Weekly, daily, monthly—your call
· Off-peak hours (e.g. 2 AM)
5. Enable notifications:
· On failure: email an operator or alert via Database Mail
🧪 Optional: Execute via bcp Instead
If your stored procedure is shaped for export:
bat
bcp "EXEC YourDb.dbo.RunDynamicSalesReport '2024-01-01', '2024-12-31', 'Customer', 0" queryout "C:\Reports\Sales_%DATESTAMP%.csv" -c -t, -T -S localhost
🧠 Pro Tips
· Use separate job steps for log updates, CSV export, and emailing
· Store exports in a date-stamped subfolder, e.g., C:\Reports\2024-06\SalesReport_20240619.csv
· Rotate exports weekly/monthly by purging old files with PowerShell or FORFILES
· Capture return codes (%ERRORLEVEL%) in your .bat script for logging
📋 Sample Job History
After a few runs, you can monitor executions with:
SELECT TOP 10
    RunID, RunStart, RunEnd, Success, ErrorMessage
FROM dbo.SalesReportLog
ORDER BY RunID DESC;
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Up next in Chapter 11, we’ll walk through setting permissions for report executors, export paths, and stored procedures so your automation stays secure and least-privilege.
Chapter 11: Securing the Reporting System—Permissions and Access Control
🎯 Goals
· Restrict who can execute the report or modify the logic
· Lock down file system access to the export folder
· Prevent privilege escalation via dynamic SQL or xp_cmdshell
· Protect sensitive columns (e.g., credit terms, customer contacts) from overexposure
🧱 1. Grant EXECUTE on Report Procedure
Only let approved users or roles run dbo.RunDynamicSalesReport:
CREATE ROLE ReportUsers;
GRANT EXECUTE ON dbo.RunDynamicSalesReport TO ReportUsers;
ALTER ROLE ReportUsers ADD MEMBER SalesAnalyst;

> 🧠 Always avoid granting access to db_owner. Create a specific role for report consumers.

📁 2. Secure the Export Directory
Your .csv exports live in C:\Reports (or similar). Make sure:
· Only the SQL Server service account has write access
· Reporting analysts have read-only access
· No domain user has full control unless absolutely needed
💡 Consider redirecting reports to a network share secured with Active Directory groups like Report_Readers.
🧩 3. Guard xp_cmdshell or bcp Paths
If you’re using xp_cmdshell:
· Disable it by default and only enable during maintenance:
EXEC sp_configure 'xp_cmdshell', 0;
RECONFIGURE;
· OR isolate execution by wrapping xp_cmdshell calls in a signed stored procedure and denying direct shell access.
🔄 4. Protect Dynamic SQL Execution
If you’re constructing queries on the fly:
· Never concatenate raw user input into column or table names
· Use sp_executesql with parameter templates:
EXEC sp_executesql @sql, N'@StartDate DATE, @EndDate DATE', @StartDate, @EndDate;
· Validate @GroupBy against a whitelist using CASE or TRY_CAST logic to prevent injection attacks
🔍 5. Restrict Access to Supporting Objects
For objects used only inside stored procedures (e.g., views, temp tables, log tables):
· Deny SELECT/UPDATE/DELETE access to those not in your ReportAdmin or ReportMaintainers roles
· Use SCHEMABINDING on views to prevent unauthorized alterations
📤 6. Optional: Mask Sensitive Columns
If your export includes sensitive customer info, use Dynamic Data Masking:
ALTER TABLE Sales.Customers
ALTER COLUMN PhoneNumber ADD MASKED WITH (FUNCTION = 'partial(0,"XXX-XXX-",4)');
> ✨ Only users with the UNMASK permission see raw data. Perfect for analysts who don’t need full contact info.
📣 Bonus: Enable Audit Logging for Access
Track who executes the report:
CREATE TRIGGER trg_LogReportExec
ON dbo.RunDynamicSalesReport
AFTER EXECUTE
AS
BEGIN
    INSERT INTO dbo.ReportAuditTrail (UserName, ExecTime)
    VALUES (SUSER_SNAME(), SYSDATETIME());
END;
In Chapter 12, we’ll shift from protection to performance—tuning your reporting pipeline with indexing, plan hints, and query optimization for speed at scale.
Chapter 12: Performance Tuning for Reporting Queries
🎯 Objectives
· Analyze your report’s execution plan
· Add strategic indexes to reduce scan cost
· Avoid common pitfalls like implicit conversions or non-SARGable filters
· Use Query Store and DMVs to observe long-term performance
🔍 Step 1: View the Execution Plan
In SSMS, enable “Actual Execution Plan” (Ctrl + M) before running:
EXEC dbo.RunDynamicSalesReport 
    @DateFrom = '2024-01-01',
    @DateTo = '2024-12-31',
    @GroupBy = 'Customer',
    @IncludeSalesperson = 1;

Check for:
· Table Scans vs. Index Seeks
· Expensive operators like Sort, Hash Match, Nested Loops
· Missing Index suggestions (light green text)
📚 Step 2: Create Supporting Indexes
Index key fields used in JOIN, WHERE, and GROUP BY. Example:
CREATE NONCLUSTERED INDEX IX_Invoices_InvoiceDate
ON Sales.Invoices (InvoiceDate)
INCLUDE (CustomerID, SalespersonPersonID);

CREATE NONCLUSTERED INDEX IX_InvoiceLines_StockItem
ON Sales.InvoiceLines (StockItemID)
INCLUDE (Quantity, ExtendedPrice);

> 💡 Use INCLUDE for columns selected but not filtered—this creates covering indexes.
🧠 Step 3: Optimize with SARGable Filters
Avoid this (kills index usage):
WHERE YEAR(i.InvoiceDate) = 2024
Do this instead:
WHERE i.InvoiceDate >= '2024-01-01' AND i.InvoiceDate < '2025-01-01'
📈 Step 4: Monitor with DMVs
Find your slowest report runs:
SELECT TOP 5 
    qs.total_elapsed_time / qs.execution_count AS AvgTime,
    qt.text
FROM sys.dm_exec_query_stats qs
CROSS APPLY sys.dm_exec_sql_text(qs.sql_handle) qt
WHERE qt.text LIKE '%RunDynamicSalesReport%'
ORDER BY AvgTime DESC;

Use Query Store to track regressions and CPU spikes over time.
🧪 Bonus: Materialize Large Report Sets
If your logic includes intensive joins, consider writing to a staging table:
SELECT ... 
INTO dbo.Report_Staging
FROM ...joins...

-- Then export the temp/staged table
Benefits:
· Easier to index or partition
· Better support for file export and monitoring row counts
· Allows retry logic without re-querying large joins
In Chapter 13, we’ll explore advanced indexing like filtered indexes and columnstore for report tables, and prepare for huge export volumes or dashboards.
Chapter 13: Advanced Indexing for Reporting Workloads
🎯 Objectives
· Use covering indexes to eliminate key lookups
· Create filtered indexes to reduce size and target key slices
· Use columnstore indexes for massive performance boosts on analytic queries
📦 1. Covering Indexes for Export Queries
If your report routinely filters by date and pulls a standard set of columns, create an index to match.
CREATE NONCLUSTERED INDEX IX_InvoiceLines_Covering
ON Sales.InvoiceLines (InvoiceID)
INCLUDE (StockItemID, Quantity, ExtendedPrice);

💡 Combine this with an index on Sales.Invoices(InvoiceDate) to speed up joins:
CREATE NONCLUSTERED INDEX IX_Invoices_Date
ON Sales.Invoices (InvoiceDate)
INCLUDE (CustomerID, SalespersonPersonID);

> These reduce IO by avoiding table scans or costly key lookups.
🧹 2. Filtered Indexes for Active/Recent Data
Let’s say 80% of your reports target the last 6 months:
CREATE NONCLUSTERED INDEX IX_RecentInvoices
ON Sales.Invoices (InvoiceDate)
WHERE InvoiceDate >= DATEADD(MONTH, -6, GETDATE());

You can also filter by customer segment, geography, or even SalespersonPersonID.
> 🧠 These shine when your report logic aligns with the filter—dramatically reducing index size and scan time.
🧊 3. Columnstore Indexes for Large Aggregations
If you're aggregating tens or hundreds of thousands of rows for exports (especially in monthly or year-end reports), columnstore indexing delivers huge gains.
CREATE CLUSTERED COLUMNSTORE INDEX CCI_InvoiceLines
ON Sales.InvoiceLines;

Use columnstore indexes when:
· You run large rollups or GROUP BY queries
· Real-time insert speed is less critical (batch inserts work great)
· The table has millions of rows and low update churn
> 🔍 If write speed is a concern, consider using archival tables for columnstore.
🧪 Benchmarking Tip
SET STATISTICS IO ON;
SET STATISTICS TIME ON;

EXEC dbo.RunDynamicSalesReport '2024-01-01', '2024-12-31', 'Product', 0;

Compare read counts and execution time before and after adding indexes.
🧠 Best Practices Summary
	Technique
	Use When...

	Covering Index
	Report uses same columns repeatedly

	Filtered Index
	Report targets date ranges, geos, or segments

	Columnstore Index
	High-volume aggregation and rollups


In Chapter 14, we’ll go even further—partitioning your report tables to handle historical snapshots efficiently and prep for scalable exports.
Chapter 14: Table Partitioning for Efficient Report Processing
🎯 Objectives
· Understand how partitioning improves performance
· Create a partitioned version of a high-volume table (Sales.Invoices or Sales.InvoiceLines)
· Use partition elimination to boost large-range queries (like full-year sales exports)
· Lay groundwork for archival/reporting strategies


📦 1. Why Partition?
Partitioning breaks a table into horizontal slices (partitions) based on a key—typically a date or region. SQL Server then processes only relevant partitions, improving:
· Query performance
· Index maintenance
· Backup & load patterns
🗓️ 2. Choose a Partition Column
We’ll use InvoiceDate, which is used often in:
· WHERE clauses (WHERE InvoiceDate >= ...)
· GROUP BY month/year
🏗️ 3. Create the Partition Scheme
Step 1: Create Partition Function
CREATE PARTITION FUNCTION pf_InvoiceDateRange (DATE)
AS RANGE LEFT FOR VALUES (
    '2024-01-01',
    '2024-04-01',
    '2024-07-01',
    '2024-10-01'
);

> This creates 5 partitions: > ≤ Jan 1, ≤ Apr 1, ≤ Jul 1, ≤ Oct 1, and everything above.
Step 2: Create Partition Scheme
CREATE PARTITION SCHEME ps_InvoiceDateRange
AS PARTITION pf_InvoiceDateRange ALL TO ([PRIMARY]);

🗃️ 4. Create a Partitioned Table (Staging or Archive)
You can't repartition Sales.Invoices directly, so let’s create a staged table for report materialization:
CREATE TABLE dbo.StagedInvoices
(
    InvoiceID INT NOT NULL PRIMARY KEY,
    InvoiceDate DATE NOT NULL,
    CustomerID INT,
    SalespersonPersonID INT,
    DeliveryMethodID INT,
    ConfirmedDeliveryTime DATETIME2,
    -- Additional columns
)
ON ps_InvoiceDateRange (InvoiceDate);

Then batch insert your report range before export:
INSERT INTO dbo.StagedInvoices (InvoiceID, InvoiceDate, ...)
SELECT InvoiceID, InvoiceDate, ...
FROM Sales.Invoices
WHERE InvoiceDate >= @StartDate AND InvoiceDate <= @EndDate;

> SQL Server will only scan partitions matching the date range.
📉 5. Query Partitioned Table for Fast Exports
SELECT *
FROM dbo.StagedInvoices
WHERE InvoiceDate BETWEEN '2024-07-01' AND '2024-09-30';

✅ Partition elimination makes this blazing fast on large datasets.
📦 Bonus: Swappable Export Tables
· Drop StagedInvoices and recreate per month/year to reduce locking
· Build a SalesReport_2024_Q3 table using same scheme for historical storage
· Combine with columnstore indexing from Chapter 13 for big-data aggregation
In Chapter 15, we’ll wrap your solution in a bow—applying retention rules, cleaning old report files, and preparing a final CSV and dashboard-ready output structure.
Chapter 15: Retention, Cleanup, and Historical Report Management
🎯 Objectives
· Store reports with consistent, timestamped filenames
· Automatically clean up old exports (e.g., older than 90 days)
· Maintain an audit/history trail of report runs
· (Optionally) zip/compress archived reports to reduce storage costs
📁 1. Standardize Your Export File Naming
Use YYYYMMDD or YYYYMMDD_HHMM format in filenames:
bat
set FILE=C:\Reports\SalesReport_%DATE:~10,4%%DATE:~4,2%%DATE:~7,2%.csv
> This enables easy sorting and parsing in external systems, version control, and cleanup.
🧼 2. Cleanup Old Reports via SQL Agent or PowerShell
Option A: PowerShell via Agent Job
powershell
Get-ChildItem -Path "C:\Reports" -Filter "SalesReport_*.csv" |
Where-Object {$_.LastWriteTime -lt (Get-Date).AddDays(-90)} |
Remove-Item
> Run this script weekly from a SQL Agent job with a CmdExec or PowerShell step.
⏳ 3. Track Retention Policy in Your Report Log Table
Extend your SalesReportLog to add flags:

ALTER TABLE SalesReportLog ADD
    Archived BIT DEFAULT 0,
    Purged BIT DEFAULT 0;

Update this table after successful cleanup:
sql
UPDATE SalesReportLog
SET Purged = 1
WHERE RunEnd < DATEADD(DAY, -90, SYSDATETIME()) AND Success = 1;

📦 4. Optional: Zip Files for Archival
Use a compression tool in your export script:
bat
powershell Compress-Archive -Path "C:\Reports\SalesReport_20250619.csv" -DestinationPath "C:\Archives\SalesReport_20250619.zip"
Then delete the original .csv:
bat
del "C:\Reports\SalesReport_20250619.csv"
> 🔐 You can even password-protect zipped exports for sensitive data exchange.
🧠 Best Practices Recap
	Task
	Strategy

	Naming
	Use timestamps for sorting + automation

	Storage Duration
	30–90 days typical; longer in archives

	Cleanup Schedule
	Weekly SQL Agent or PowerShell job

	Auditing
	Log archive and purge operations

	Security
	Lock down \Reports and \Archives folders


Coming up next in Chapter 16, we’ll tune your system like a pro—applying query plan hints, understanding parameter sniffing, and learning when caching helps or hurts reporting performance.
Chapter 16: Final Output Structure and Preparing for Dashboard Integration
🎯 Objectives
· Finalize column formats and output schema for .csv files
· Validate headers, delimiters, data consistency
· Ensure compatibility with Excel, Power BI, ETL processes
· Optionally stage data for external tools via reporting tables or views
📄 1. Standardize Your Export Format
A clean output is essential for consumers. Recommended structure:
	Column Name
	Data Type
	Sample Value

	CustomerName
	VARCHAR(100)
	“Tailspin Toys (USA)”

	StockItemName
	VARCHAR(100)
	“LED Lamp, Red”

	InvoiceDate
	DATE
	“2024-12-31”

	QuantitySold
	INT
	48

	TotalRevenue
	DECIMAL(18,2)
	1215.75

	Salesperson
	VARCHAR(100)
	“Fay Cribbs”


> ✅ All columns should be comma-safe (avoid embedded commas or wrap values in double-quotes if needed)
✨ 2. Format Dates and Numbers Properly
SELECT 
    FORMAT(InvoiceDate, 'yyyy-MM-dd') AS InvoiceDate,
    FORMAT(ExtendedPrice, 'N2') AS TotalRevenue

This ensures consistency in flat files consumed by Excel, Power BI, or CSV parsers.
> 🔍 Excel will treat ISO-formatted dates (yyyy-MM-dd) as actual dates.
📁 3. Optional: Use a View to Shape Export
For reusability and clarity, define a view wrapping your export query:
CREATE VIEW vw_FinalCustomerSalesReport AS
SELECT 
    c.CustomerName,
    si.StockItemName,
    FORMAT(i.InvoiceDate, 'yyyy-MM-dd') AS InvoiceDate,
    il.Quantity,
    il.ExtendedPrice,
    p.FullName AS Salesperson
FROM Sales.Invoices i
-- joins...
WHERE i.InvoiceDate >= '2024-01-01'

Then export it cleanly via:
cmd
bcp "SELECT * FROM YourDb.dbo.vw_FinalCustomerSalesReport" queryout "C:\Exports\Report.csv" -c -t, -T -S localhost
📊 4. Ready for BI Tools
· Excel: Columns are ordered, headers intact, file is .csv. Ready to import.
· Power BI: Load directly from folder (supports rolling updates)
· ETL Pipelines: Can consume by date, using pattern-based folder ingestion
> 🧠 For large exports, split by region or month to support incremental load.
📘 Wrap-up & Transition
Congratulations—you now have a dynamic, secure, automated, and optimized reporting pipeline with .csv exports and a clean data contract. Up next?
Part IV: Production Hardening and Case Studies
· In Chapter 17, we’ll build a real scenario showing how a regional sales manager uses this export to track QTD performance.
· Then we’ll cover versioning, audit prep, integration with a Rust CLI, and publishing techniques.
Chapter 17: Real-World Use Case—Regional Sales Performance Dashboard
🧑‍💼 Persona: Mia Chang, Regional Sales Manager (Southwest US)
Mia oversees 12 account managers across Texas, Arizona, and New Mexico. Every Monday morning, she wants a report that:
· Shows top customers and best-selling products in her region
· Tracks monthly sales trends
· Flags customers with declining spend quarter over quarter
· Feeds Power BI dashboards for team-wide visibility
⚙️ Report Workflow Used
	Component
	How Mia Uses It

	SQL Agent Job
	Runs every Sunday night; generates .csv

	Dynamic Proc
	Filters by Southwest region + last 3 months

	Staged Table
	Populates filtered data with partitions

	Final Export
	Named SalesReport_SWUS_20250623.csv

	Power BI
	Loads from folder via scheduled refresh

	Retention Cleanup
	Keeps only 13 weekly reports (~1 quarter)


💼 Mia’s Business Questions Answered
1. What’s trending this quarter? Monthly revenue via InvoiceDate groupings + YTD growth column
2. Who’s falling behind? Declining spend identified via LAG() and conditional formatting
3. Which rep needs help? Pulls Salesperson column from export to map reps to performance
4. Which items are exploding? Aggregates by StockItemName to flag breakout products
> 🔍 Mia can slice this in Excel or Power BI, or email CSVs to her team.
🧠 Power-Ups for This Use Case
· Schedule differentiated reports by region using a parameter set
· Add sales goals table and compare with actual revenue
· Build a subscription model: notify each regional head with their own file
· Create drill-through pages in Power BI by customer
You’ve now built more than a technical report—you’ve delivered real-world decision support that drives sales, reveals opportunities, and saves time.
Next stop? Chapter 18, where we version your report logic, track changes to exports, and set the stage for integration with your CLI tools or CI/CD pipelines.
Chapter 18: Versioning, Auditing, and Source Control for Your Reporting System
🎯 Objectives
· Apply versioning to stored procedures and views
· Track code changes using Git and/or a CI process
· Maintain a version log table or metadata tag
· Audit export schema and content changes over time
📌 1. Use Semantic Versioning for Stored Procedures
Adopt a pattern like dbo.RunDynamicSalesReport_v1_2 or centralize logic with:
CREATE PROCEDURE dbo.RunDynamicSalesReport
    @Version VARCHAR(10) = '1.2',
    ...
Then record this in the report log:
INSERT INTO SalesReportLog (..., ReportVersion)
VALUES (..., @Version);
> 🧠 You can even route logic conditionally based on version, e.g., enabling newer columns or formatting.
📁 2. Store Scripts in Git or Azure DevOps Repos
Structure your repo by report element:
/ReportingPipeline
├── procs/
│   └── RunDynamicSalesReport.sql
├── views/
│   └── vw_FinalSalesExport.sql
├── jobs/
│   └── Job_WeeklyExport.sql
├── powershell/
│   └── CleanUpReports.ps1
├── docs/
│   └── change-log.md
Include:
· Change logs: what changed and why
· Author or team responsible
· Deployment date and patch number (e.g., v1.3.2)
📊 3. Audit Export Structure Changes
Create a “schema history” table or use Extended Properties:
EXEC sys.sp_addextendedproperty 
    @name = N'ExportVersion', 
    @value = 'v1.3 - Added SalesRegion + SalesGoal columns', 
    @level0type = N'SCHEMA', @level0name = N'dbo', 
    @level1type = N'VIEW', @level1name = N'vw_FinalSalesExport';

> 🔍 This helps track what Power BI expects for each export schema.
🧠 4. Record Row Counts, Bytes, and Format Info
Extend SalesReportLog with:
ALTER TABLE SalesReportLog ADD 
    ExportRowCount INT,
    FileSizeMB DECIMAL(10,2),
    ExportFormat NVARCHAR(50);

Fill it in after export:
sql
SET @rowCount = (SELECT COUNT(*) FROM dbo.StagedReportData);

🔁 5. Automate Change Monitoring (Optional)
Use CI/CD triggers (e.g., in Azure DevOps or GitHub Actions) to:
· Alert team when a report logic file changes
· Run tests to validate the export shape
· Re-deploy stored procedures to QA automatically
🧾 Bonus: Include a Readme in Your Export Folder
Drop a readme.txt or manifest.json with:
· Report version
· Generation timestamp
· Column headers and descriptions
· Contact info for report owners
In Chapter 19, we’ll extend your work even further—integrating your export system with a command-line interface (CLI) or scheduled scripts written in Rust or Python. You'll bridge your SQL world with programmatic orchestration.
Chapter 19: Integrating with Command-Line Tools and Programming Languages
🎯 Objectives
· Call report procedures from Rust or Python
· Read and parse exported .csv files for post-processing
· Trigger report runs from a CLI app
· Monitor logs and errors from the file system or SQL views
🦀 Option A: Rust CLI Integration
You've already got the blueprint. Let’s say you’re using std::process::Command to call SQLCMD or bcp:
rust
use std::process::Command;

let status = Command::new("sqlcmd")
    .args([
        "-S", "localhost",
        "-E",
        "-Q", "EXEC dbo.RunDynamicSalesReport '2025-01-01', '2025-06-30', 'Customer', 1",
        "-s", ",",
        "-W",
        "-o", "C:\\Reports\\SalesExport.csv"
    ])
    .status()
    .expect("Failed to run SQLCMD");

if status.success() {
    println!("Report exported successfully!");
} else {
    eprintln!("Export failed.");
}
🧠 Want to extend that CLI to accept args, open .csv in Excel, or launch Power BI? Say the word!
🐍 Option B: Python Export Monitor
Using subprocess and pandas:
python
import subprocess
import pandas as pd

cmd = [
    "sqlcmd",
    "-S", "localhost",
    "-E",
    "-Q", "EXEC dbo.RunDynamicSalesReport '2025-01-01', '2025-06-30', 'Product', 0",
    "-s", ",",
    "-W",
    "-o", "C:\\Reports\\SalesExport.csv"
]

subprocess.run(cmd, check=True)

df = pd.read_csv("C:\\Reports\\SalesExport.csv")
print(df.head())



💡 You can also read the SalesReportLog via pyodbc or sqlalchemy to fetch run history or errors.
🛠 PowerShell: Scriptable Power Launch
powershell
$Date = Get-Date -Format "yyyy-MM-dd"
$sql = "EXEC dbo.RunDynamicSalesReport '2025-01-01', '$Date', 'Customer', 0"

sqlcmd -S localhost -E -Q $sql -s "," -W -o "C:\Reports\SalesReport_$Date.csv"
Schedule this script, email the results, or use Windows Task Scheduler for trigger-based workflows.
📦 Bonus Ideas
	Feature
	Tool
	Benefit

	GUI Report Launcher
	Rust/Python
	Friendly UI for non-devs

	Email Alerts w/ Logs
	PowerShell
	Share .csv + errors

	ZIP & Archive CLI Wrapper
	Python/Rust
	Automate retention flow

	Publish to FTP/S3
	Rust/Python
	Cloud handoff workflows


In Chapter 20, we’ll wrap with a final integration: building a dashboard-ready output layer, reviewing what you’ve built, and prepping this reporting framework for others to adopt.
Chapter 20: Finalizing and Sharing the Reporting System
🎯 Objectives
· Package your stored procedures, views, jobs, and scripts for reusability
· Create internal or public-facing documentation
· Build a landing page for report consumers
· Prepare the system for handoff, onboarding, or publication
📦 1. Create a Deployment Bundle
Build a versioned release folder with:
/SalesReportSystem_v1.0
├── /sql/
│   ├── create_procs.sql
│   ├── create_views.sql
│   ├── seed_log_table.sql
├── /exports/
│   └── README_ExportSchema.md
├── /cli/
│   ├── rust_launcher.rs
│   └── python_launcher.py
├── /docs/
│   └── SalesReportGuidebook.pdf
├── changelog.md
└── manifest.json
> 🧠 Future-you or other devs will thank you for clean install scripts + docs.
📘 2. Build a User Guide or Operator Walkthrough
Whether internal or public, include:
· ✨ Overview of the report (scope, structure, audience)
· 🧭 CLI usage guide or job scheduling instructions
· 🛠 SQL Server requirements (version, config steps)
· 🧹 Retention policy and expected file paths
· 💬 FAQ: “How do I change the date range?” / “What’s a failed run look like?”
I can help format this into your booklet or export a mini-guide—just say the word.
🌐 3. Optional: Publish as a GitHub Repo or Internal Wiki
If you want to share this with a broader team, potential employer, or dev community:
· Consider open-sourcing the CLI (sans sensitive exports)
· Add screenshots of output in Excel or Power BI
· Write a project overview: “Custom SQL Server Report Engine for Customer Sales Insight”
🎓 4. Train or Onboard a Future User
Whether it’s a junior dev or an ops team:
· Walk through one end-to-end export
· Review the log table and error recovery
· Let them run the CLI with new parameters
· Introduce them to the Agent job schedule and cleanup policies
> 🔐 You’ve created not just a tool—but a self-service reporting platform.


🧠 Final Reflections
You took a foundational dataset from Wide World Importers and transformed it into:
· A dynamic, queryable sales intelligence platform
· A secure, scheduled, and exportable .csv pipeline
· A structured, documented technical artifact worthy of production environments or portfolio highlights
Bonus Chapter: System Procedures, Functions & Variables Cheat Sheet
	Name
	Type
	Description

	sp_help
	Proc
	Returns object details (columns, indexes, etc.)

	sp_helptext
	Proc
	Shows source code of a stored procedure, view, or trigger

	sp_executesql
	Proc
	Executes dynamic SQL with parameters safely

	sp_who2
	Proc
	Lists sessions, logins, and current activity

	sp_msforeachtable
	Undocumented Proc
	Iterates over all tables; use with caution

	sp_rename
	Proc
	Renames tables, columns, indexes, etc.

	sp_helpindex
	Proc
	Returns index info for a given table

	sp_columns
	Proc
	Lists all columns for a table or view

	sp_depends
	Proc
	Lists objects that depend on (or are used by) another

	sp_configure
	Proc
	Manages server-wide settings (e.g., enable xp_cmdshell)

	sp_tables
	Proc
	Lists user and system tables in the database

	sp_helpdb
	Proc
	Lists databases and their file info

	sp_helpfile
	Proc
	Displays logical and physical file names of the current DB

	sp_helpconstraint
	Proc
	Lists constraints for a table

	sp_addtype
	Proc
	Creates user-defined data types

	sp_addlinkedserver
	Proc
	Registers a linked SQL Server for remote access

	sp_addlogin / sp_grantlogin
	Proc
	Manages logins (deprecated in favor of CREATE LOGIN)

	sp_help_revlogin
	Script
	Scripting logins with hashed passwords across servers


✅ Built-in Functions (@@ and System)
	Name
	Type
	Description

	@@ROWCOUNT
	Global Var
	Rows affected by last statement

	@@ERROR
	Global Var
	Error code from previous T-SQL command

	@@IDENTITY
	Global Var
	Last identity inserted in current session (unsafe)

	SCOPE_IDENTITY()
	Func
	Safer version of @@IDENTITY, scoped to current module

	@@SPID
	Global Var
	Current session ID

	@@TRANCOUNT
	Global Var
	Number of active transactions

	@@VERSION
	Global Var
	SQL Server version info

	@@SERVERNAME
	Global Var
	Returns the server’s name

	HOST_NAME()
	Func
	Returns the client machine name

	SYSTEM_USER
	Func
	Current login name

	USER_NAME()
	Func
	Current database user

	DB_NAME()
	Func
	Name of current (or specified) database

	OBJECT_NAME()
	Func
	Gets the name of an object by ID

	OBJECT_ID()
	Func
	Gets the ID of an object by name

	GETDATE() / SYSDATETIME()
	Func
	Current datetime (local or high-precision)

	NEWID()
	Func
	Returns a new GUID

	ISNULL() / COALESCE()
	Func
	Null-handling utilities
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